Matlab Introductory Lesson: Trips and Ticks

General Matlab Structure:
[CW]
Command Window (textual); does command-line editing!

[EW]
Editor Window: edits files (; also enables debugging!

[GW]
Graphical windows: shows nice pictures (; can edit them a bit too!

[M]
Matlab interpreter and calculator: the “engine”

[WS]
Workspace: the memory

M takes commands from CW and/or files: M-files

M-files contain scripts or functions

Scripts and functions contain M-commands like you would enter in CW

[( A function is a script with just an additional function header line ( see below]

[( Typically one function per M-file! You’ll get loooooots of M-files!]

Commands are executed and give results: shown in CW and/or GW

Commands can have side effects: variables, stored in WS, can be allocated and given some value [( Allocation is automatic!]

You can save variables to disk and read them back

Plots can be saved (lots of formats) and printed

My first Matlab commands!
» exit

Not so fascinating (. Tells you the number of flops you have consumed and then exits the program.

Getting professional help:

» help pi

 PI     3.1415926535897....

    PI = 4*atan(1) = imag(log(-1)) = 3.1415926535897....

» help atan

 ATAN   Inverse tangent.

    ATAN(X) is the arctangent of the elements of X.

    See also ATAN2.

»

Or: (RTFM) read the fine manual at:

helpdesk

This command will start the Internet browser and opens the doorway to the online help

[( These commands are only for loosers, like me; real men don’t need help]

How to start the Matlab editor:

edit

You could use any editor instead, but this one has syntax highlighting and allows you to set breakpoints and inspect contents of variables

[( This is, of course, also only for loosers; normal people don’t write bugs]

How to interrupt a Matlab calculation

Press CTRL–C

Snag 1: Matlab reacts only after it has finished execution of a built-in function

Matlab cuts every command down to “atomic” pieces and executes them one after another. These atoms are the built-in functions, i.e. functions that are not M-files themselves but are contained in an executable library. Matlab only checks for CTRL-C inbetween execution of the built-ins (presumably to avoid having to clean up).

Bottom line: If you want to interrupt an SVD-calculation of a 10000(10000 matrix (try it!): Press CTRL-ALT-DEL

Snag 2: Matlab only reacts when the CW has the focus.

If it does not have the focus, click on the CW to give it focus; then press CTRL-C

Snag 3: The CW does not process windows messages while calculating

If you did all kinds of stuff with other software while Matlab was calculating

it will loose the ability to receive the focus. Press CTRL-ALT-DEL.

Bottom line: while Matlab is doing a long calculation, go for a coffee, but keep your hands from the keyboard!
My first Matlab calculation!

» 1+1

ans =

     2

»

Brilliant software!

If you don’t specify a variable to store the results, M will store it in the variable “ans”.

If you don’t want to see the result, end with a semicolon “;”.

These ugly extra linefeeds can be suppressed in the future by the command

format compact

The “format” command can also change the way in which numbers are displayed:

format short

format long

format short g

format long g

format rat

» format compact

» pi

ans =

    3.1416

» format rat

» pi

ans =

   355/113   

» format long

» pi

ans =

   3.14159265358979

» format long e

» pi

ans =

    3.141592653589793e+000

»

If you want more control: use the “sprintf” or “fprintf” function 

(Yes, this IS like the C-function!)

Basic Matlab entity
In M, (almost) all entities are complex matrices

Numbers are 1(1 matrices

Column vectors are N(1 matrices, etc

Real things are complex matrices without an imaginary part

Red Alert! 

Things that are theoretically real could turn out to be complex (due to round-off etc) with a very small imaginary part (see below for a nasty example). 

How to enter a matrix:

» rho = [1 0 0 1 ; 0 0 0 0 ; 0 0 0 0 ; 1 0 0 1]/2

rho =

          0.5            0            0          0.5

            0            0            0            0

            0            0            0            0

          0.5            0            0          0.5

»

Square brackets surround the matrix elements

White space or commas separate the row elements

Semicolons separate the rows

In M-files, newlines can also separate the rows

This does not work at the CW: there the newline terminates a command and can’t be used for any other purpose

Another way to enter a matrix:

» rho=zeros(4);

» rho(1,1)=1/2;rho(1,4)=1/2;rho(4,1)=1/2;rho(4,4)=1/2;

» 

The function “zeros” makes an all zero matrix

zeros(n) 
makes an n(n matrix

zeros(n,m)
makes an n(m matrix

The elements of a matrix are accessed using “(,)”

By the way:

Multiple commands can be entered on a single line

The “;” additionally acts as command separator
If you do want to see the output of every command, and still want to write multiple commands on a single line, use “,” as a command separator

By the dual way:

If you want to write a single command across multiple lines, use the continuation symbol “…”, as in:

a = 1 + x ...

      + y;

Predefined constants

pi
3,14…

i
(–1

j
(–1

eps
floating point precision 2–52

Inf
infinity, like in 1/0

NaN
not a number, like in 0/0

Red Alert!

You can give variables any name you want, also the names of predefined constants or functions. M will use your variable then, instead of the constant/function!

Notorious example:

[( I had this about 3 times; but I’m a looser of course]:

» j=0;for i=1:10 j=j+i^2; end; j

j =

   385

» sqrt(-16)

ans =

           0 +          4i

» sqrt(-16)-4*i

ans =

         -40 +          4i

» 

Morale: don’t use “i” and “j” as variables (e.g. loop variables!), nor “sin” or “cos”!

But what if you are a looser too, and you sinned anyway?

Variables can be cleared, i.e. removed from WS, by

clear “variable1” “variable2” …

or:

clear

clears all variables

In the above case, I would suggest:

clear i j

Note: you can ask for a listing of all variables in WS:

» who

Your variables are:

ans       i         j         rho       

» whos

  Name      Size         Bytes  Class

  ans       1x1             16  double array (complex)

  i         1x1              8  double array

  j         1x1              8  double array

  rho       4x4            128  double array

Grand total is 19 elements using 160 bytes 
Come-on Baby let’s calculate!
The usual scalar arithmetic stuff works also in Matlab (Hurrah!)

All functions are complex-aware!

+ – * /

Kindergarten stuff

^

power

sqrt

exp

log

base e

log2

base 2

log10

base 10

abs

complex modulus

angle

complex phase

real

real part

imag

imaginary part

’

complex conjugate

sin cos tan

asin acos atan 

besselk…
really scary stuff!

factorial(n)

n!

nchoosek(n,k)

Ckn
<, <=, >=, >, ==, ~=

relational operators

&

boolean and

|

boolean or

~

boolean not

Vector operations

All of the scalar stuff works elementwise, except:

· factorial and nchoosek: work only for scalars

· operations * and / are genuine matrix operations and treat vectors as matrices 

· for elementwise * and /, use “.*” and “./”

mean std min max:
Standard statistical stuff; all yield a scalar

The functions min and max come also in a two-argument flavour:

If x and y are vectors of identical size, min(x,y) takes the elementwise minimum; if y is a scalar, it does what you would expect. This works for matrices too.

Example:

max(A,0) yields A but with all negative elements replaced by 0

Vector norms:

norm(x)
Vector 2-norm

norm(x,p)
Vector p-norm, p real number

norm(x,inf) =max(abs(V))

norm(x,-inf)=min(abs(V))

Sorting

sort(x)
returns the vector with elements sorted from small to large



if x is complex it uses the modulus to determine the order

-sort(-x)
same, but sorted from large to small

And for the next flavour of sort, I need to say that some functions allow multiple “outputs”! Use “[,]” to gain access, as in:

[y,I] = sort(x)


Here, y is the vector containing the sorted elements, and I is a vector containing indices, such that y(k) = x(I(k))
Red Alert!

If you want to sort the eigenvalues of a Hermitian matrix, obtained from the “eig” function, first make them real using the “real” function! The function “eig” has no way of knowing that your matrix is supposed to be Hermitian, and the resulting eigenvalues typically have small imaginary parts (e.g. 1.2+1.345e-17i). The “sort” routine sees the imaginary part and therefore takes the modulus to determine the sort order. Quite annoying if you had negative eigenvalues as well… 

The function “real” yields real real numbers (, and sorting will be OK!

[( I made this mistake about three times…]

Matrix construction

size(A)
returns a row vector with:

element 1 = number of rows in A

element 2 = number of columns in A

Matrix-generating functions:

zeros(n)

zeros(n,m)
all elements 0
ones(n)

ones(n,m)
all elements are 1

eye(n)
identity matrix

rand(n)

rand(n,m)
all elements are random, uniformly between 0 and 1

randn(n)

randn(n,m)
all elements are random, Gaussian with mean 0 and variance 1

diag

turns a vector into a diagonal matrix

diag

turns a matrix into a vector with the diagonal of the matrix

diag(diag(A))
idealised decoherence superoperator (
[,]

concatenation of columns

[;]

concatenation of rows

Explanation by example:

» A=[1 2;3 4];

» B=[5 6;7 8];

» x=[0 9];

» y=[10;11];

» [A,B]

ans =

     1     2     5     6

     3     4     7     8

» [A;B]

ans =

     1     2

     3     4

     5     6

     7     8

» [A;x]

ans =

     1     2

     3     4

     0     9

» [A,x]

???  All matrices on a row in the bracketed expression must have the 

 same number of rows.

» [A,y]

ans =

     1     2    10

     3     4    11

»
Matrix deconstruction 

Accessing submatrices is very simple in Matlab thanks to an ingeniously simple notation!

Learning by example: 


A(1,2)

element on row 1, column 2


A(2:4 , 3:6)
elements on rows 2 to 4, columns 3 to 6


A(2: , : )

elements on all rows from 2 onwards, and all columns


A(end,:)

last row


A(2:2:8 , 6:-1:3) elements on all even rows from 2 to 8, and 

all columns between 3 and 6, but reversing the order!


A([1 5 3 2 2],:)
takes the rows 1 5 3 2 and 2 again

For example, if you want to delete all even rows in a matrix:


A(2:2:end,:) = []

For a more interesting example: see eig
Note: the “:” and “::” operators also work for creating vectors; the arguments can even be real:


(1:4)


same as [1 2 3 4]


(2:2:6)

same as [2 4 6]


(0:pi/4:2*pi)
[0 pi/4 pi 3*pi/4 2*pi]
You can use logical subscripts: let x be a vector containing boolean values


A(x,:)

takes the k-th row only if x(k) equals true

Useful example:

Let x be a vector with real elements


x(x>0)

removes all negative elements from x


x(finite(x))
removes all Inf’s and NaN’s from x

Here, “removing” does not mean “replacing by zero”: the size of the vector will become smaller!

In this way, you can also find the locations of elements that meet a condition:


find(x>0)

returns a column vector of indices pointing to 

positive elements in x

Matrix operations

+ – * ^

usual matrix operations

/

right matrix divide: A/B = AB–1

\

left matrix divide: A\B = A–1 B

.*

elementwise (= Hadamard) product

./

elementwise division

.^

elementwise power

For elementwise operations, one of the arguments can be a scalar too.

Example: A-1 subtracts 1 from every element of A

[( Famous mistake #3: Did I want this? Or did I actually mean A-eye(n)?]

trace(A)

det(A)

guess, guess!

inv(A)

matrix inverse

pinv(A)
pseudo- (=Moore-Penrose) inverse

kron(A,B)
direct (=Kronecker) product

Most scalar functions, like exp, log, sin,… work on matrices, and just do it elementwise

A number of them have genuine matrix counterparts: sqrtm, expm, logm

sum

column sum; yields a row vector

min, max
columnwise min, max; yields row vector

’

Hermitian conjugate (Beat this, Mathematica!)

.’

transpose

.’’

elementwise complex conjugate

norms:

      norm(X)

operator norm, largest singular value, =max(svd(X)).

      norm(X,2)
same as NORM(X)
      norm(X,1)
1-norm, the largest column sum,    = max(sum(abs(X)))

      norm(X,inf)
infinity norm, the largest row sum, = max(sum(abs(X')))

      norm(X,'fro')
Frobenius norm, = sqrt(sum(diag(X'*X))).

Matrix decompositions

Eigenvalues:

eig(A) yields an (unsorted) list of eigenvalues

[U,S] = eig(A)
S is the diagonalised matrix and the columns of U are the eigenvectors

such that A = U*S*inv(U)
A must be square!

For Hermitian A with non-degenerate spectrum, U will be unitary.

If you want to sort the eigenvalues, presuming A is Hermitian, the following fragment does the trick (note the use of real!!!):

[U,S] = eig(A);

s = real(diag(S));

[s,I] = sort(s);

S = diag(s);

U = U(:,I);

You can test that this works by:

norm(U*S*U’-A), which should give a value of the order of 10–16 or so.

Singular values:

svd(A) yields a sorted list (in descending order) of singular values, which are positive reals by definition

[U,S,V] = svd(A)

S is the diagonalised matrix

U and V are unitary matrices, containing left- and right-singular vectors, resp.

We have A=U*S*V’.

This is always possible and that’s why the SVD is so useful!

A need not be square! 

If A is positive semidefinite, the SVD yields the eigenvalue decomposition and V=U.

If you know that A is PSD, use svd in stead of eig: faster and more accurate

Gram-Schmidt orthonormalisation:
Given a list of vectors, you can orthonormalise them with Granny Smith.

This can be done with just a single function!

Construct a matrix A with the given vectors as columns (in the correct order)

Perform the “qr”-routine:

[Q,R] = qr(A)

Q will be unitary, containing the orthonormalised versions of your vectors as columns

R will be upper-triangular, containing the coefficients it had to use.

Matlab Programming

Instead of entering zillions of commands in the CW, try typing them in in an M-file.

This is called a script. When typing the name of the script file (without the .m suffix)

the commands in the script will be executed as if they were entered in the CW.

In contrast to scripts, functions need arguments and return values

You can turn a script into a genuine function by including as first line something like:

function z=myfun(x,y)
or, if the function yields several results:

function [z1,z2]=myfun(x,y)

Typically, this function would be stored in the file myfun.m. However, this need not be so. In any case, it is the name of the file that is used when you call a function, not the name used in the “function”-line!

Every good programmer writes comments in his programs. Matlab comments are preceded by the “%”-sign and terminate at the end of the same line.

The output produced by “help function” consists of the first consecutive comment-lines. It is a good habit to include help-lines like this in your M-files.

Example: file wedge.m:

function z=wedge(x,y)

% function z=wedge(x,y)

% returns canonical matrix minimum of x and y

% x and y must be Hermitian (not tested) and of the same shape

% Written by: Robert DeNiro, 31-02-2002

% this line is not a help-comment: not consecutive

[u,s,v]=svd(x-y);

m=u*s*u’; % calculates matrix absolute value of x-y
z=(x+y-m)/2;

A lot of Matlab functions are actually M-files (and you can edit them!).

The most basic ones, or the ones that need to be highly optimised are built-in routines.

But even for built-ins, there is an M-file, its sole purpose being that it contains the help-lines.

The big difference between scripts and functions is the scoping: all variables used in a function (as the variable “m” in wedge.m) have a lifespan restricted to one execution of the function (advanced stuff: this can be overcome using the keywords global or persistent). Scripts use (or create) the variables in the WS, and they remain there after the script is finished.

Note that all commands in a function typically have to be terminated by “;”. Failure to do so will swamp your screen with the output results of every single command.

Used sparingly, this can be useful for debugging, though!

Typically, one M-file contains one function. If it contains multiple functions, the top one is accessible by the user and the other ones are only accessible by the top function (since you can access the functions only by the file name!)

Control structures
Matlab of course offers control structures:

if <condition> <body> else <body> end

if <condition> <body> elseif <condition> <body> else <body> end

for <iterator>  <body> end

while <condition> <body> end

Here, <iterator> stands for something like: “k=1:10” or “k=2:2:6” or “k=6:-1:1”

Remember: don’t use i or j as loop variables!

break
will jump out of the innermost for or while loop

Life is too short to waste it on for-loops: try to avoid them and vectorise instead!

Example:

x=0;

for k=1:101

y(k) = log10(x);

x=x+0.01;

end

is better replaced by:

x=0:0.01:10;

y=log10(x);

Note that for loops can also be made faster by preallocation of the vectors/matrices in which results are stored. In the above code fragment, Matlab enlarges the vector y at each iteration, and for large vectors this could induce substantial overhead. So:

x=0;

y=zeros(101,1);

for k=1:101

y(k) = log10(x);

x=x+0.01;

end

Plotting and Visualisation

All plotting will be done in a separate graphical window, that will open automatically.

If you need several plots in different graphical windows, use “figure” to open a new graphical window.

2-D Plotting

Suppose x and y are two real vectors of size n, z a complex vector, A a real matrix

plot(x)

lineplot of x against 1:n

plot(x,y)  
lineplot of y against x; pretty ugly if x is not monotonous

plot(z)

lineplot of imag(z) against real(z)

[( Make sure to remove any complex parts in x and y, or you’ll get a complex plot!]

plot(A)

superimposed lineplots of the columns of A against 1:n 

each with a different colour 

plot(x,<colour>)
lineplot will have designated colour

<colour> can be:
’r’,’g’,’b’,’c’,’m’,’y’,’k’,… 

(the quotes are part of the command!)

hold on
subsequent plot commands will be drawn along with the existing plot

hold off
subsequent plot commands will clear the previous plot

scatter(x,y,s)
Same as plot(x,y) but uses dots of size s (I always use s=2)

hist(x,m)
Draw a histogram of x using m “buckets”

Red Alert!

Plotting incurs a substantial memory overhead, as every line or dot is a separate graphical object. I would not recommend scatter plots of more than 5000 dots, or your disk will turn into a dish…

3-D Plotting

For visualising functions of two variables: use mesh, surf, or contour

[X,Y]=meshgrid(-8:0.5:8); % X and Y are now matrices

Z=fnctn(X,Y); % the function must be vectorised!

mesh(X,Y,Z); % shows a wireframe

or:

surf(Z); % shows a surface

or:

contour(Z,m); % shows a contour plot with m contour lines

Note that X, Y and Z must be real!

For visualising a matrix, I use this home-made routine:

function plotm(a)

[n,m]=size(a);

z=zeros(n+1,m+1);

z(1:n,1:m)=abs(a);
pcolor(z);
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Example: a 16(16 Hadamard matrix

Known bug: the (1,1) element is in the lower left corner
Saving your work

Suppose you have calculated a very interesting matrix, e.g. a counterexample to your most famous matrix conjecture. Then you can save it to disk for posterity:

save <filename> <variable1> <variable2> …

save <filename> <variable1> <variable2> … -ASCII

The former uses binary format, the latter a humanoid format but only saves the real part. To store complex values in ASCII, use:

xr=real(x);

xi=imag(x);

save <filename> xr xi –ASCII

If <filename> does not have a suffix, Matlab will use “.mat”

Reload variables from a binary file using “load”:

load <filename>

load <filename> <variable1> <variable2> …
The former loads all variables in the file, the latter only the specified ones.

Note that you can use the wildcard “*” in the variable names, for save as well as load

By the way:

Where do you have to save your M-files? The answer is: wherever you like!

With the CW menu item File(Set Path… you can include your own working directories in Matlab’s search path.

In the CW, you have direct disk access by the disk file commands 

dir type delete cd mkdir, which work more or less as at the OS-prompt.

Finally…
Why use Matlab?

It’s easy to write numerical programs

Highly optimised numerical routines (speed and memory)

Easy to debug

(advanced stuff: there’s a performance debugger too, called profile!)

Built-in visualisation

Potential drawback: Interpretation overhead 

However:

This overhead can be avoided by linking in C-code for the inner loops 

(advanced stuff: this is called “writing MEX-code”)

For C/C++ addicts:

Try using Matlab as a Rapid Prototyping Environment: 

First write Matlab code, debug it

Then write C-code based on the Matlab code 

and debug it by comparing its output with the Matlab output

Check this out:

Matlab’s “getting started” manual: for some more interesting features

The reference manual: for a cornucopia of functions

· optimisation functions

· ODE-solvers

· special functions

· …

The toolboxes

