
� � � � � � � � � 	 
 � � � � � 
 
 �
Student: Mark Sugrue  Supervisor: Roy Davies  Advisor: Stuart Flockton  Moderator: Brian Cowan 

 

 (a) a list of the training you have had during the year (external courses/conferences, 
College- or Faculty-organised training sessions, departmental or group-organised 
training, and training by your supervisor) indicating the duration and content of the 
training.  

(b) a description of the work carried out since the first year report  

(c) a comparison with the objectives set in your first year report and subsequent review 

(d) a work plan for the coming year. 

 

a) Conferences Attended 

 

1) BMVA, Kingston, September 2004 

2) RE:HVS Open Day, November 2004 – Presented a poster. 

3) Faraday Partnership, December 2004 

4) VIE, Glasgow, April 2005 – Paper presented 

5) ICDP2005, London, June 2005 

6) BMVA, Oxford Brooks, September 2005 

Other training: Tutoring students with special needs, September 2004 and 'Facing the 
Media', February 2005 – one day courses at Royal Holloway.  

 

b) Work since September 2004 

1) Completed video processing and pedestrian tracking software system which uses a 
novel ‘motion edges’  algorithm. Presented this work at the RE:HVS open day in 
November 2004 and at the VIE conference in Glasgow University in April 2005. 

Summary of work 

Most recent motion tracking systems rely on subtraction of a background model from the 
current frame to leave moving objects segmented. Frame-to-frame correspondence is then 
used to match segmented regions and track objects. A great number of difficulties are 
involved in building and maintaining an accurate background model in the face of 
unpredictable lighting and weather conditions. Further, correspondence methods are not 
robust in matching non-rigid targets such as pedestrians that change shape and 
appearance as they move. In this work, a motion-tracking algorithm based on form–
motion interaction similar to that used in the Human Visual System is proposed. This 
method avoids the difficulties of background modelling and tracks moving targets 



primarily based on their motion, rather than their appearance. Results below demonstrate 
several CCTV pedestrian tracking scenarios. 

Background modelling schemes face two inherent and antagonistic problems, called the 
Stationary Background problem and the Transient Background problem. First, the 
background model must reflect the stationary part of the scene to allow accurate 
segmentation of moving objects, required by frame-to-frame correspondence based 
tracking. 

This problem requires a low difference threshold in the subtraction stage and a wide 
temporal window so that slowly moving objects do not merge with the background. 
Second the background model must update to appearance changes in the scene, such as 
changed lighting conditions, requiring narrower temporal windows. No compromise 
gives perfect results, with a common failure being partial segmentation when the ‘object 
depth’  (object overlap in previous frames, equal to length/speed) is greater than half the 
temporal window. Similarly, a tracked object that then stops, such as some abandoned 
luggage, will merge with the background, vanishing from the tracking stage. 

My studies of neuroscience literature suggested a dual-channel approach whereby objects 
would be detected and tracked primarily by their motion, with the object appearance 
analyzed separately to resolve ambiguity or to detect whether an object which has 
disappeared from the motion channel has left the scene or become stationary.  

The motion channel is calculated directly from the image stream using a simple 
volumetric method. Incoming frames are stacked to produce a 3-d array of pixels, of 
dimensions x, y, t. A 3 x 3 Sobel edge detector operator is used in the x, t and y, t planes. 
The result is a data array indicating location and speed of edge motion, in horizontal and 
vertical planes. This data is similar to that used by the HVS dorsal pathway.  

This method gives a result similar to motion thresholding. Regions of the image with 
moving edges are emphasised, while regions without change are de-emphasised. Figure 
1(a) shows the difference histogram for two consecutive frames in which a person is 
moving. A strong peak due to general image noise exists at greylevel 5, while other peaks 
are due to motion within the video. Figure 1(b) shows the histogram of the image result 
from the motion channel using the volumetric Sobel. It can be seen that the image has 
been split into stationary and moving regions. Figure 1(c) shows form and motion 
channel output.    

100
)()( 22

>
+�

xelsInBlobNumberOfPi

VertMotionnHorizMotio
Pixels    (1) 

 



 
(a) 

 
(b) 

 
(c) 

Fig. 1: Image Difference Histogram and System Output. (a) Peak at zero is due to non-changing 
pixels. Other peaks are due to many kinds of pixel change, noise and lighting changes. (b) Peak 
at 145 represents edge motion, peak near zero is due to non-moving pixels. Compared with (a), 
all pixel change not due to edge motion has been shifted to the zero peak. (c) Left image shows 
frame with a moving pedestrian, right image shows output of motion channel. (a) and (b) are 
cropped on vertical axis for clarity. 

The motion channel algorithm, a volumetric method described above, produces motion 
blobs at the locations of moving edges. Blobs are doubly defined as being above (1) a 
size threshold (8-connected) of 4 pixels and (2) an activity– density threshold. During 
operation, the tracking system remains idle until a motion blob above this double 
threshold appears. The activity–density threshold is calculated from equation (1). The 
equation integrates the horizontal and vertical motion levels and normalises it for the 



pixel area, to produce the average motion per pixel. This threshold is necessary to 
eliminate scattered and low-level motion noise. 

The values of these thresholds are not critical and the system works well over a wide 
variation of threshold values. (For equation 1, the threshold must simply be between the 
two peaks of Fig. 1(b)) The threshold values used here have been shown to work well by 
experiment. 

 
Fig. 2: Schematic diagram and algorithm flowchart of Form/Motion dual channel tracker 
system. 

All motion blobs above this threshold are then matched with the image at that location in 
the form channel (see schematic Figure 2). Where these motion blobs coincide 
significantly with the previous position of a tracked object, the form at the new location 
and the form of the object in the previous frame are compared. If they match the tracker 
is updated. If two or more separate regions of motion are detected where only one existed 
previously, the system will assume the object has split, as in the case of an individual 
separating from a crowd or a person dropping something (Figs. 4, 5) this using the 
motion channel to provide supplementary information. 

Results 

The system was tested using both colour and greyscale video (between 10 frames per 
second (fps) and 25fps) of pedestrians in outdoor scenes. Scenarios tested include 
intruder detection and tracking, abandoned luggage detection, multiple pedestrian 
tracking and tracking while the camera is shaking. 

 



 
Fig.  3 Single intruder  tracking. Figure shows four sample frames from a 30 second 
greyscale video sequence at 25fps. The red line represents the path of the target 
centroid, as calculated by this system. (Video courtesy of Home Office VITAL) 

Figure 3, sequence shows output for tracking for a single intruder in VITAL’s ‘Sterile 
Zone’  scenario. The target is tracked as soon as it enters the frame and until it leaves. In a 
practical system, an intruder alarm could be sounded when the target comes too close to 
the fence.  
 

 
Fig.  4 Single target discards an item. Figure shows four sample frames from a 60 
second colour video sequence at 10 fps. Red line and box show the path and bounding 
box of the moving target, white shows the location of the stationary target. The 
discarded item is individually tracked once it separates from the main ‘blob’ .  

Figure 4, sequence shows how the system tracks the walking person. When part of the 
target separates, in this case the tracked person drops their coat, the item is tracked 
separately. If it comes to rest (i.e. it is only present in the form channel), the system 
monitors it until it begins to move again. This function of the system may be used to 
monitor abandoned luggage and to provide information on its origin. 



Figure 5 shows multitarget tracking of pedestrians. The system performs well, tracking 
all six moving pedestrians present in the 180 second test video. A weakness of the current 
implementation can be seen from the first frame, however. The ‘squiggle’  in the centre of 
frame one of figure four shows the point where two pedestrians stood chatting for a few 
moments before separating. As the motion channel highlights only moving regions and 
the centroid of these regions are tracked, the ‘squiggle’  track represents their gesture 
movements. When these pedestrians themselves began to walk away their whole bodies 
were detected by the motion channel and tracked.  

Also visible in figure four is a failing due to the use of a global threshold level. The two 
figures at the top right were not immediately detected as they were walking slowly 
directly towards the camera. Their motion was detected in the Motion Channel but fell 
below the global threshold used to eliminate noise from the tracker. The system could be 
improved by replacing the global motion threshold with a threshold that changes with 
frame position.  

 

 
Fig.  5. Tracking Multiple Targets.  Figure shows four sample frames from a 180 
second video at 25fps of multiple pedestrian tracking in a street scene.  

 

2) Extended this work for multi-scale decomposition using wavelets. This required 
extensive study of wavelets and their use in literature. My system decomposes motion in 



video into scale-speed levels I am currently preparing a paper on this for Pattern 
Recognition Letters. 

 

Summary of work 

   Object tracking schemes rely on the quality of the ‘motion segmentation’  pre-
processing step. However, most commonly used pre-processing is statistically based 
methods, such as GMM and temporal median, and could be better described as ‘change 
segmentation’ . As such, they are highly susceptible to non-motion image change and 
noise. In this work, I have developed a true motion segmentation algorithm utilising 
cubic wavelets, which is both computationally cheap and robust to noise, and provides a 
multiscale spatio-temporal decomposition of the video. Segmentation by speed of motion 
and a greatly reduced search space with impliced size and speed thresholding allow for 
efficient object detection and tracking. Object understanding and categorisation can be 
preformed using sub-object level motion information. 

Tracking rigid targets using background modelling and frame-to-frame correspondence, 
such as in traffic monitoring applications, has been quite successful. Tracking 
pedestrians, however, is far more difficult due to the fact that the pedestrian changes 
shape and appearance while walking. Further, any inaccuracies in the segmentation step 
snowball into greater difficulties at this stage. Several systems have been recently 
proposed which combine background modelling, subtraction and multiple-blob particle 
filters [Issard 2001]. 

Algorithms for true motion detection require a volumetric approach to video processing, 
and have infrequently been mentioned in the literature. [Nyiogo ‘94] is one example 
where XT ‘slices’  of volumetric video were analysed for the distinctive braded pattern of 
a pedestrian’s foot motion. In neurology, the MT and V2 areas of the brain contain local 
speed specific and motion direction specific cells. There have been several attempts to 
implement this in hardware, such as the [Etienne-Cummings 97] chip which measures 
speed using the time it takes the edge peak to travel from one pixel to its neighbour. 
[Delbrück 93] uses a time delay circuit to compare one frame with the next.  

Much of the literature dealing with detecting human behavior is based solely on Route 
Modeling; mapping of common routes and distinguishing abnormal paths, [Makris 2002] 
where as it has been shown that human CCTV operators pay more attention to the posture 
and actions of the pedestrian [Troscianko 2004]. Some work has been done trying to 
implement this but problems arise in directly tracking the limbs due to extreme self-
occlusion [Psarrou 2002].  

The goal of the pre-processor is to detect distinguishing features to aid the subsequent 
classification step. In CCTV applications classification has two parts – first to group 
segmented image segments frame by frame if they are from the same target object, and 
second to categorise targets based on appearance and behaviour. Statistically based 
change detection segmentation does not help the second goal.  
 

XYT view of video 



This research uses the uncommon concept of volumetric video – stacking frames into a 
long column and processing it using 3D operators.  

 
Fig. 6. Video can be viewed volumetr ically by stacking frames. The axes are X, Y, T 

Motion edges 

Motion detection, as opposed to simply change in pixel values, may be preformed using 
an edge detector in the ‘ temporal planes’  of the image – XT or YT. Edges which are 
parallel to the T axis belong to objects which are stationary with respect to the video 
frame. Edges with a component perpendicular to the T axis (or horizontal edges) are in 
motion. Convolution with a horizontal edge detector will remove stationary background 
and enhance moving object edges. My previous work mentioned above used a horizontal 
3x3 Sobel edge detector. A suitable threshold was then employed to produce a binary 
motion-map, allowing tracking based on motion alone. Here I extend these ideas to true 
motion and speed segmentation. 

 

3-D Haar: 

Wavelet transforms are formed of two parts, the scaling function which behaves like an 
averaging function, and a Wavelet function which is essentially an edge detector. The 
simplest example is the Haar wavelet, where; 

 

Scaling fn = ½[1, 1] 

Wavelet fn = ½[1, -1] 

 

For multiscale decomposition of a linear input signal, the scaling and wavelet functions 
are successively convolved with the signal, 

 

Original: [0 1 2 3 4 0 1 2 3 4 5 6] 



 

1st Wavelet pass: [-½ -½ +2 -½ -½ -½] 

1st Scaling pass [+½ +2½ +2 +1½ +3½ +5½] 

 

2nd Wavelet pass [-1 -¼ -1] 

2nd Scaling pass [+1½ +1¾ +4½] 

 

As can be seen, the wavelet function highlights discontinuities at its scale of operation. 
Wavelet decomposition can be easily extended to higher dimensions using the tensor 
products of one dimensional wavelets. There are four functions for processing planar 
signals such as images; the scaling function and three edge detecting wavelet functions 
for horizontal, vertical and diagonally orientated edges. For the 3D case there are eight 
filters. Of these, this project uses only two, the 3D scaling function and the 3D horizontal 
wavelet function. This is because in this case we are seeking to enhance only ‘motion 
edges’ , as discussed above. 

Haar behaviour can be seen as suppression of static components of a signal. Higher order 
wavelets, such as the biorthogonal D5/7 wavelet used in JPEG2000 standard, suppress 
higher order polynomial, good for data compression, but not advantageous for simple 
edge detection. For this reason, the 3-d Haar is used exclusively in this work, however it 
is probable that wavelets with a larger ‘spatial footprint’ , such as a D5/7-Haar, would 
have greater noise suppression abilities. This will be investigated in future work. 

 

Volumetric Decomposition of Motion 

The first wavelet convolution enhances edges which are moving at a speed of greater than 
one pixel per frame. A scaling convolution followed by a further wavelet pass returns 
edges moving at greater than 0.5 pixels per frame, but with half the resolution. Further 
decomposition steps successively doubles the speed sensitivity while halving the 
resolution. 

To distinguish edges moving faster than two pixels per frame, the input frames should 
first be convolved with a planar scaling function followed by a cubic wavelet function. 

 

Tracking and analysis 

This system avoids the problems associated with tracking non-rigid objects by using a 
dual channel form-motion tracking architecture. Objects are initially detected based on 
their motion – they appear as connected blobs in the motion channel. Objects are tracked 
frame to frame using an overlap threshold. This requires the assumption of a sufficiently 
high frame rate; in practice above 10fps is adequate for pedestrian tracking. The tracker 
also assumes that the object motion is not perfectly parallel with the frame axis – a 
situation which would cause objects to disconnect into leading and trailing edges – but 
which never arises in practice for pedestrians.   



Analysis and categorisation is carried out using an activity measure, mapping target 
behaviour according to position within the object. Figures 7 and 8 show example data 
from this system; a walking person may be recognised by the feature of greater ‘activity’  
(in this case change in width over time) near the bottom of the target than the top. The 
person’s gait can be captured also. A running person would have a different activity 
profile. Figure 9 shows the spatio-temporal output of a person walking slowly towards 
the camera and waving their hands quickly. Their quick hand motion show up in one 
scale-speed level, while their slow moving legs and torso show up in another. In classic, 
statistical based motion segmentation this information would not be extracted, and in fact, 
the person’s torso and legs may not be segmented at all, because their slow motion 
relative to the camera may cause them to be ‘absorbed’  into the background. Figure 5 
above shows that this was also a problem for the sobel method of motion segmentation.  

 
Fig 7. This plot of target width change by height reveal useful 

information on target behaviour  and identity.  

 
Fig 8. Plot of object width over  time reveals gait information. 



 
Fig 9. The spatio-temporal decomposition of this video clip segments 
motion according to edge speed. Fast moving arms and slow moving 

legs are detected separately.  
 

c) Compar ison with objectives set in First year  Report 

 

1) A series of standard CCTV videos, due to be published by the Home Office, has 
only partly been made available, and it is likely that current priorities will mean that 
this will be delayed indefinitely. I have instead used a combination of test footage 
that I have prepared myself with the available Home Office material.  

2) I have not pursued the use of illumination cones for background modeling – results 
showed that pixel-wise background modeling in outdoor uncontrolled environments 
is incapable of dealing with the dual problems of noise and scene illumination 
change. I have instead focused on the use of ‘motion edges’  for motion 
segmentation, as discussed in the previous report, and I have extended this method 
to multi-scale velocity segmentation using wavelet decomposition. 

3) I have completed an outdoor tracking system using ‘motion edges’  velocity 
segmentation and have presented this work at the VIE 2005 in Glasgow University 
and am currently preparing a paper for Pattern Recognition Letters. 

 

d) Work Plan 

 

Two Months 

·  Due to the non-availability of the Home Office VITAL CCTV videos, I will have 
to both prepare test videos myself and also investigate the applicability of other 
standards such as the CAVIAR database. 

·  Investigate the effectiveness of spatially larger wavelets for noise suppression. 

 

Six to Twelve Months 



·  Use the surveillance system to test the hypothesis that ‘activity plots’  can be used 
to learn and distinguish behavior. 

·  Explore the extent to which this is a useful approach, compare results with other 
methods. 

·  Complete work on surveillance system and write thesis.  

 

Conclusion & Outline of thesis structure 

The work has a natural division into the preprocessing stage and the tracking/analysis 
stage. I consider work on the preprocessing stage to be virtually complete, and I have 
published one paper on this and am currently writing another. I have also shown how 
simple tracking can be implemented in this scheme. My planned analysis section, with 
capability for target understanding, has yet to be implemented. 

The thesis will be structured similarly, with chapters on the preprocessing section 
including comparisons with other methods and chapters on tracking and analysis, with 
comparisons.  
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